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Abstract 

Small and medium enterprises (SMEs) face a persistent and underappreciated paradox: they require high-
stakes predictive analytics for workforce decisions and yet lack the data volumes (𝑛 < 200) that conventional 
machine learning approaches demand in order to generalise reliably. While black-box models such as 
Random Forest and XGBoost dominate performance benchmarks in big-data contexts, their weak inductive 
biases cause overfitting and produce uninterpretable predictions in low-data organisational settings. Drawing 
on Design Science Research (Hevner et al., 2004; Peffers et al., 2007), this study instantiates a theory-
constrained decision intelligence agent that encodes the Learning Transfer System Inventory (LTSI; Holton et 
al., 2000) as a strong inductive bias, thereby constraining the hypothesis space to theoretically plausible 
relationships between LTSI constructs and workforce outcomes. The instantiation compares theory-guided 
logistic regression against black-box alternatives using five-fold stratified cross-validation on synthetic data 
(𝑛 = 300 records, representing 60 analysts across 5 areas of practice) generated from LTSI-specified 
theoretical relationships. This constitutes a proof-of-concept evaluation in which all three model 
architectures achieve comparable discriminative performance (AUC approximately 0.62), yet the theory-
constrained model achieves substantially lower cross-validation variance (CV SD = 0.022 versus 0.034 to 
0.061 for tree-based alternatives), representing a 1.5 to 2.8 times reduction in prediction instability across 
evaluation folds. Governance stability, rather than marginal accuracy gains, is the appropriate evaluation 
criterion for high-stakes SME workforce decisions where managerial accountability is non-negotiable. Model 
coefficients serve as governance artifacts that are reviewable by managers prior to deployment, which is the 
defining property of ante-hoc interpretability as articulated by Rudin (2019). A human-in-the-loop Decision 
Queue with immutable audit logging ensures that managers validate all AI-generated intervention plans 
before any action reaches an employee. The live implementation is publicly accessible and fully reproducible 
from the published source code. The broader contribution is a replicable DSR instantiation demonstrating 
that organisational theory can function as statistical inductive bias, enabling responsible and auditable AI 
governance in SME contexts where data are scarce and accountability is non-negotiable. 
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Introduction 

The rapid digital transformation of workforce development has significantly increased the 
demand for predictive analytics in small and medium enterprises. Organisations worldwide 
invest approximately $82.5 billion annually in corporate training (Training Industry, Inc., 
2020), and yet roughly one-third of all training efforts fail to transfer meaningfully to 
workplace performance (Baldwin and Ford 1988; Chiaburu, Dam, and Hutchins 2010). 
Large enterprises have increasingly responded to this challenge by deploying machine 
learning systems designed to predict training transfer probabilities and optimise the 
allocation of learning interventions across their workforces. In contrast, SMEs, defined here 
as organisations with fewer than 500 employees, frequently operate under a severe small-
data constraint, lacking sufficient observational records (𝑛 < 200) to train complex 
predictive models without overfitting and unable to sustain the kind of enterprise-level 
data science infrastructure that larger organisations take for granted (OECD 2021). 

Recent scholarship on SME decision intelligence has argued persuasively that resource-
constrained environments benefit more from lightweight AI architectures that prioritise 
prediction stability over the pursuit of maximal point-estimate performance (Deloitte 
Insights 2026; Wu and Zheng 2025). Related research has emphasised that governance 
mechanisms in AI-assisted decision-making must be designed to function effectively under 
conditions of limited data, limited technical expertise among end users, and high 
accountability for outcomes affecting individual employees (Aizenberh 2024). 

The dominant paradigms in machine learning, however, favour big-data approaches 
including ensemble learning, gradient boosting, and deep neural networks, all of which 
assume the availability of ample training data (Hardt and Recht 2021). In small-data 
regimes, such models exhibit high prediction variance, overfit fold-specific noise, and yield 
unstable outputs that shift substantially across different evaluation windows. Beyond the 
statistical problem, these approaches require post-hoc explanation techniques such as 
SHAP or LIME to communicate their reasoning to non-technical stakeholders. Such 
techniques provide approximations of model logic rather than direct access to it, and they 
are well-documented as locally unstable and difficult for non-specialists to interpret or 
meaningfully challenge (Rudin 2019). For high-stakes workforce decisions, this opacity 
introduces governance risks that are acutely felt in SME settings, where managers must 
justify decisions to employees and regulators without access to specialised data science 
support (Centre for International Governance Innovation 2023). 

Problem Statement 

Three interrelated problems together prevent the reliable adoption of conventional 
machine learning in SME workforce analytics, and each problem compounds the others in 
ways that require a unified architectural response rather than piecemeal solutions. 

The statistical problem. Small-data regimes (𝑛 < 200) violate the sample complexity 
assumptions that underpin modern machine learning algorithms. Black-box models reduce 
bias at the cost of increased variance, and under conditions of limited observations, 
variance dominates model behaviour such that predictions may overfit fold-specific noise 



and fail to generalise across evaluation windows (Hardt and Recht 2021; Vapnik 1998). 
The practical consequence is that a model approved for use today may produce 
substantially different predictions tomorrow, not because the underlying organisational 
reality has changed but because the model was never stable in the first place. 

The governance problem. Post-hoc explainability methods rationalise black-box 
predictions retrospectively, after the model has already produced an output. The 
explanations generated by these methods are locally unstable, vary depending on the 
explanation technique employed, and require a level of statistical literacy that is typically 
unavailable to SME managers (Centre for International Governance Innovation 2023). 
High-stakes governance for workforce decisions requires ante-hoc transparency, meaning 
that decision criteria must be inspectable and modifiable prior to deployment, not 
explained or justified retroactively after an employee has already been affected by an 
algorithmic recommendation (Rudin 2019). 

The integration problem. Mughal (2023) established through doctoral research that 
sustained collaboration among managers, subject matter experts, and learning and 
development professionals is an essential prerequisite for training transfer success in 
organisational settings. No widely adopted computational framework currently 
operationalises this collaboration requirement at scale or provides the structural 
mechanisms needed to enforce human oversight of AI-generated recommendations before 
those recommendations are enacted on individual employees. 

Research Questions 
RQ1 
Can theory-constrained inductive bias, encoding the LTSI as prior knowledge, enable 
accurate and stable predictive models for SME decision intelligence under small-data 
conditions (𝑛 < 200)? 

RQ2 
Does theory-constrained modelling provide higher stability (lower cross-validation 
variance) and ante-hoc interpretability compared to weak inductive bias alternatives while 
maintaining acceptable AUC performance? 

RQ3 
How can a theory-constrained machine learning approach be instantiated as a human-in-
the-loop decision intelligence system satisfying SME governance requirements for training 
transfer optimisation? 

Proposed Solution: Theory as Inductive Bias 

This study treats organisational theory not merely as a conceptual lens or interpretive 
framework but as statistical inductive bias. Inductive bias refers to the assumptions that a 
learning algorithm uses to generalise from observed training examples to unseen inputs, 
and it directly determines how the hypothesis space is constrained (Mitchell 1980; Abu-
Mostafa 2012). By constraining the hypothesis space to relationships that domain theory 
considers plausible, a model can generalise more reliably from limited observations 



because it is not searching for patterns in the data that established theory has already ruled 
out as implausible. The approach operationalises the theory-guided data science paradigm 
introduced by Karpatne et al. (2017), in which domain knowledge is encoded directly into 
model structure and training objectives rather than applied post-hoc to interpret outputs 
after they are generated. Prior applications of this paradigm span physics (Raissi, 
Perdikaris, and Karniadakis 2019), hydrology, and ecology, with consistent evidence that 
theory-constrained models outperform purely data-driven alternatives when training data 
are scarce relative to the complexity of the phenomenon being modelled. The present study 
constitutes, to the author’s knowledge, the first application of the TGDS paradigm to 
organisational learning science, using the Learning Transfer System Inventory as the 
governing theoretical framework (Holton, Bates, and Ruona 2000). 

Theoretical Framework and Literature Review 

The Small-Data Paradox in SME Decision Intelligence 

Modern predictive analytics is grounded in a big-data paradigm that assumes access to 
large, diverse, and continuously refreshed datasets. SMEs operate in a fundamentally 
different information environment: datasets are small (𝑛 < 200), collection is expensive 
relative to organisational capacity, and the phenomena of interest are deeply contextual 
and resist standardised measurement at scale. Aizenberh (2024) argued compellingly that 
the small-data limitation in SME AI is primarily a variance problem rather than a volume 
problem: complex models trained on limited observations fit fold-specific noise as though it 
were meaningful organisational signal, producing predictions that are accurate on average 
but dangerously inconsistent across applications. In high-stakes HR contexts involving 
decisions about individual employees’ development resources, access to interventions, and 
performance assessment, this inconsistency is not merely a statistical inconvenience. It 
constitutes a governance failure, because a model that assigns high risk to an employee in 
one evaluation window and low risk in another cannot serve as a reliable or fair basis for 
resource allocation decisions. SMEs therefore benefit from lightweight architectures that 
prioritise stable and auditable predictions over marginal accuracy gains that cannot be 
maintained across repeated applications (Deloitte Insights 2026). 

Theory-Constrained Inductive Bias and Theory-Guided Data Science 

Inductive bias refers to the set of assumptions a learning algorithm brings to the task of 
generalisation, and it is, as Mitchell (1980) observed, an unavoidable feature of any system 
capable of learning from data. The question facing applied researchers and practitioners is 
therefore not whether to employ inductive bias but which biases are most appropriate for a 
given context, given the available body of domain knowledge, and given the governance 
requirements that the deployment context imposes. Abu-Mostafa (2012) formalised the 
role of domain hints in constraining hypothesis spaces, demonstrating that when reliable 
prior knowledge about directional relationships is available, encoding it as a structural 
constraint on the learning process provides particular benefit under small-sample regimes 



by reducing the effective dimensionality of the search space and preventing the model from 
fitting noise. 

Karpatne et al. (2017) introduced the theory-guided data science paradigm as a principled 
framework for systematically encoding scientific and domain theories as inductive biases 
and regularisation terms. The most prominent applications include physics-informed 
neural networks (Raissi, Perdikaris, and Karniadakis 2019), which encode differential 
equations as loss function constraints, and ecology models that encode known 
conservation laws as hard constraints on model outputs. Wu and Zheng (2025) extended 
this line of thinking to organisational settings, arguing that human-centric AI in enterprises 
should remain aligned to known behavioural patterns derived from validated theoretical 
frameworks, with human oversight mechanisms ensuring that the alignment is maintained 
in deployment. 

The LTSI was developed and empirically validated by Holton, Bates, and Ruona (2000) 
through linear regression analysis and confirmatory factor analysis, both of which 
presuppose and operationalise additive relationships among the constructs being 
measured. This validation history provides a principled basis for treating LTSI constructs 
as approximately linearly separable predictors of training transfer outcomes, and it 
supports the use of this additive structural assumption as inductive bias through the 
architectural choice of logistic regression. It is important to clarify what this claim does and 
does not assert: it does not assert that real LTSI relationships are strictly linear in all 
organisational contexts or that the logistic regression model is the universally optimal 
architecture. Rather, it asserts that the additive linear structure is consistent with the 
theoretical framework and its validation record, that it provides the most parsimonious 
and interpretable model for a proof-of-concept demonstration in a small-data setting, and 
that it enables the specific governance property of ante-hoc coefficient inspection that this 
paper’s contribution depends upon. Where real LTSI data exhibits meaningful non-linear 
interactions, Generalised Additive Models with monotonic constraints would be the 
appropriate architectural extension, as noted in Section 7. 

A further and arguably more fundamental justification for logistic regression as the theory-
aligned architecture is that LTSI specifies directional hypotheses: particular constructs are 
predicted to have positive relationships with transfer success, and others are predicted to 
have negative relationships, based on the theoretical model of how motivational, 
environmental, and ability factors interact to produce learning transfer. Logistic regression 
coefficients directly represent these directional effects in a form that is immediately 
readable by a manager who has no statistical training. A manager reading 
Table [tab:transfer_coeffs] can verify that the model weights key LTSI constructs in 
theoretically expected directions before approving its use, which is precisely the property 
that ante-hoc governance requires and which no black-box model architecture can provide, 
regardless of its discriminative accuracy. 

Ante-Hoc Governance and Transparency Requirements 

The interpretable machine learning literature has increasingly distinguished between two 
fundamentally different approaches to the governance of algorithmic decision systems. 



Post-hoc interpretability applies explanation techniques to a trained black-box model after 
the fact, generating local or global approximations of the model’s behaviour that are 
subsequently communicated to governance actors. Ante-hoc interpretability, by contrast, is 
achieved by designing models whose parameters are directly and inherently interpretable 
prior to and independently of any deployment decision (Rudin 2019). Rudin (2019) argued 
forcefully and with substantial empirical support that for high-stakes decisions, post-hoc 
explanations are an inadequate substitute for interpretable model design, because they 
introduce an additional layer of approximation between the model’s true behaviour and 
the explanation that governance actors are shown, and because this approximation layer is 
itself unstable and unverifiable. 

Centre for International Governance Innovation (2023) articulated the governance 
implications of this distinction for AI systems used in organisational decision-making: 
model coefficients should function as governance artifacts, meaning they should be 
reviewable and modifiable by accountable human agents before deployment, not simply 
documented in a model card after the fact. This governance requirement is especially 
salient in SME workforce decisions, where managers bear direct and personal 
accountability for outcomes that affect individual employees’ development trajectories, 
safety, and professional opportunities. A model that cannot be read and verified by a 
manager before use is not a governance-compatible tool, regardless of its technical 
performance characteristics, and no post-hoc explanation technique can retrospectively 
confer the governance properties that ante-hoc design would have provided. 

Methodology 

Design Science Research Approach 

Following Peffers et al. (2007), this study employs Design Science Research as its guiding 
methodological framework, using the DSR process to design, instantiate, and evaluate an 
artefact that bridges LTSI organisational theory and computational machine learning 
practice (Hevner et al. 2004). The DSR methodology is appropriate here because the 
research objective is not merely to test a theoretical proposition in isolation but to produce 
a working artefact that demonstrates the practical viability of theory-constrained machine 
learning governance in a realistic small-data organisational context. 

• Phase 1: Problem identification. SMEs require predictive analytics for training 
transfer optimisation but lack the big-data infrastructure and the technical expertise 
that conventional machine learning approaches presuppose (OECD 2021). 

• Phase 2: Objectives of a solution. The target artefact must achieve predictive 
validity, ante-hoc interpretability, prediction stability under 𝑛 < 200 analyst-level 
records, and mandatory human-in-the-loop validation of all generated 
recommendations prior to deployment. 

• Phase 3: Design and development. A Python pipeline was developed incorporating 
scikit-learn and XGBoost for model comparison, LTSI-grounded feature engineering, 



K-Means persona segmentation, rule-based 70:20:10 intervention mapping, and a 
Streamlit governance interface with a non-overridable approval requirement. 

• Phase 4: Demonstration. A proof-of-concept evaluation was conducted on 
synthetic data (𝑛 = 300 analyst-task records; 60 analysts × 5 areas of practice), 
with the full pipeline deployed and publicly accessible as a live web application. 

• Phase 5: Evaluation (future work). Field deployment with real-world LTSI survey 
data (𝑛 ≥ 100) and longitudinal outcome tracking are identified in Section 7 as the 
next phase of evaluation required to validate the artefact beyond the controlled 
proof-of-concept context. 

Directional Hypotheses 

Based on the theoretical predictions of the LTSI framework (Holton, Bates, and Ruona 
2000), the following directional hypotheses guide the ante-hoc coefficient validation 
exercise reported in Section 5.2. These hypotheses specify the expected sign of the logistic 
regression coefficient for each theoretically-motivated feature. They are the governance 
artifacts: the criteria against which a manager would evaluate the model before approving 
its deployment. 

Transfer Success (H1–H6) 

MotivationToTransfer positively predicts transfer success. 

SupervisorSupport positively predicts transfer success. 

PositivePersonalOutcomes positively predicts transfer success. 

PerceivedContentValidity positively predicts transfer success. 

SkillGap negatively predicts transfer success. 

SupervisorSanctions negatively predicts transfer success. 

Incident Risk (R1–R4) 

CriticalIncidentFlag positively predicts incident risk. 

TaskDifficulty positively predicts incident risk. 

SkillGap positively predicts incident risk in high-difficulty contexts. 

CuesAvailable negatively predicts incident risk. 

System Architecture and Instantiation 

Figure 1 presents the full system architecture. Screenshots from the live deployed 
application are provided in Figures 5 through 8. 



 

System architecture of the theory-constrained decision intelligence agent. Synthetic data 
generated from LTSI-specified relationships flows through the full machine learning pipeline 
(logistic regression, Random Forest, XGBoost with five-fold cross-validation), through K-
Means persona clustering (𝑘 = 3), and through the 70:20:10 rule-based intervention 
generator, before entering the human-in-the-loop Decision Queue where managers approve, 
reject, or modify every recommendation. All decisions are logged in an immutable JSON audit 
trail. The Streamlit interface provides governance-first access across seven modules. Full code 
and live deployment available at: https://github.com/Zmugha1/dr-data-training-agent. 

Data Generation and Feature Engineering 

Synthetic data generation reflects the Service Desk Analyst organisational context 
documented in Mughal (2023). The dataset comprises 60 analysts distributed across three 
role tiers (Analyst = 50%, Advanced Analyst = 35%, Senior Analyst = 15%), with each 
analyst evaluated across five Areas of Practice, yielding 𝑛 = 300 analyst-task records. LTSI 
factor scores are sampled from truncated normal distributions bounded to the 
instrument’s [1,5] scale: 

𝑥𝑖 ∼ 𝒩trunc(𝜇tier,  𝜎 = 0.6, [1,5]) 

with 𝜇Analyst = 2.8, 𝜇Advanced = 3.5, and 𝜇Senior = 4.0. 

Transfer success DGP (logistic sigmoid applied to a weighted linear combination of LTSI 
constructs; random seed 42; class balance via class_weight=‘balanced’): 

logit(𝑝transfer) = 1.5𝑀 5⁄ + 1.2 𝑆 5⁄ + 1.0𝑂 5⁄ − 1.5𝐺 4⁄ + 0.8𝐶 − 3.0 

https://github.com/Zmugha1/dr-data-training-agent


Incident risk DGP (logistic sigmoid applied to operational risk factors): 

logit(𝑝incident) = 1.8𝐷 4⁄ + 1.5max(0, 𝐺) 4⁄ − 1.2𝐸 5⁄ − 1.5𝐶 + 1.2𝐹 − 1.5 

where 𝑀 = MotivationToTransfer, 𝑆 = SupervisorSupport, 𝑂 = 
OpportunityToUseLearning, 𝐺 = SkillGap, 𝐶 = CuesAvailable, 𝐷 = TaskDifficulty, 𝐸 = 
PerformanceSelfEfficacy, and 𝐹 = CriticalIncidentFlag. Binary outcome labels are drawn as 
Bernoulli samples from the respective sigmoid-transformed probabilities. Feature 
engineering produces 24 variables in total: 16 LTSI constructs, task difficulty, skill gap, cues 
available, critical incident flag, and four engineered interaction and composite terms 
including the Motivation-Efficacy interaction and the High-Difficulty-Low-Cues indicator. 

Synthetic Data Design: Simulation Strategy and Grounding 

This study employs synthetic data to enable a controlled proof-of-concept evaluation 
consistent with the Design Science Research methodology of Hevner et al. (2004) and with 
the theory-guided data science paradigm of Karpatne et al. (2017). Generating data from a 
known theoretical process allows direct evaluation of whether the theory-constrained 
model correctly recovers specified structural relationships, an evaluation that is not 
possible with real observational data where the true data-generating process is unknown 
and the ground truth relationships cannot be independently verified. This approach 
mirrors established precedent in physics-informed machine learning (Raissi, Perdikaris, 
and Karniadakis 2019), and it represents the appropriate first stage of DSR instantiation 
before field deployment with real LTSI survey data. 

The simulation represents a service desk analyst population in a managed IT services 
context, and its structural parameters are grounded explicitly in the empirical findings of 
Mughal (2023) rather than specified arbitrarily. Three design principles govern the 
simulation. First, the analyst tier structure, task complexity hierarchy, and skill gap 
mechanics are derived from organisational patterns documented in doctoral research 
(Mughal 2023). Second, the DGP weights reflect the established theoretical importance 
hierarchy of LTSI constructs as validated by Holton, Bates, and Ruona (2000) and 
supported by cross-cultural validation studies. Third, all simulation parameters are 
disclosed transparently so that the proof-of-concept scope is unambiguous and its 
limitations are fully assessable by readers and reviewers. 

Table [tab:sim_params] summarises the key simulation parameters alongside their 
theoretical and empirical justifications. 

L4.8cm C2.8cm L5.0cm Parameter & Value & Justification 
Analyst tiers & 3 (Analyst, Advanced, Senior) & Role taxonomy per Mughal (2023) 
Tier proportions & 50%, 35%, 15% & Workforce distribution per Mughal (2023) 
Tier LTSI means & 2.8, 3.5, 4.0 & Junior-to-senior capability gradient per Mughal (2023) 
Within-tier LTSI SD & 0.6 & Realistic score dispersion per Holton et al. (2000) 
LTSI scale bounds & [1, 5] & Instrument specification per Holton et al. (2000) 
MotivationToTransfer DGP weight & +1.5 & Strongest LTSI transfer predictor per Holton et 
al. (2000) 
SupervisorSupport DGP weight & +1.2 & Second strongest LTSI predictor per Holton et al. 



(2000) 
SkillGap DGP weight (transfer) & –1.5 & Primary transfer barrier per Mughal (2023) 
TaskDifficulty DGP weight & +1.8 & Primary incident driver per Mughal (2023) 
n analysts & 60 & Realistic SME service desk scale 
n Areas of Practice & 5 & Service desk domain breadth per Mughal (2023) 
n records & 300 & 60 analysts × 5 AoPs; small-data at analyst level 
Label generation & Bernoulli sampling & Mirrors survey measurement uncertainty 
DGP structure & Logistic sigmoid & Maps logit scores to valid probability range [0,1] 
Random seed & 42 & Full reproducibility 
 

The tier means of 2.8, 3.5, and 4.0 reflect the doctoral finding that junior service desk 
analysts consistently exhibit lower motivation to transfer, less consistent supervisor 
support, and larger gaps between observed proficiency and task demands compared to 
senior analysts (Mughal 2023). The within-tier standard deviation of 0.6 produces realistic 
score dispersion consistent with LTSI validation samples reported by Holton, Bates, and 
Ruona (2000). The MotivationToTransfer and SupervisorSupport DGP weights are the 
largest positive terms in the transfer DGP because Holton, Bates, and Ruona (2000) 
identified these two constructs as the most consistently significant predictors of transfer 
intent and transfer performance across the original validation sample. The SkillGap weight 
is the largest negative term because doctoral research identified skill-demand mismatch as 
the primary operational driver of training transfer failure in the service desk context 
(Mughal 2023). 

The logistic sigmoid DGP structurally advantages logistic regression because the outcome 
is generated by the same functional form that logistic regression learns to approximate. 
This design choice is intentional and is fully disclosed: RQ1 and RQ2 ask specifically 
whether theory-constrained models outperform weak-bias alternatives when theory 
correctly specifies the data-generating process. The results confirm this as a controlled 
proof of concept. Claims of universal algorithmic superiority across all real-world data 
types and deployment contexts are not warranted by these findings, and the authors do not 
make such claims. Real-world LTSI survey data may exhibit non-linear interactions, cross-
construct suppression effects, and contextual moderators that would require Generalised 
Additive Models with theoretical monotonic constraints rather than standard logistic 
regression. 

Model Comparison 

Three model architectures are compared via five-fold stratified cross-validation on the full 
𝑛 = 300 analyst-task record dataset: 

1. Theory-constrained logistic regression: Regularisation 𝐶 = 0.5, 
class_weight=‘balanced’, max_iter=1000. Selected as the theory-aligned 
architecture because the LTSI validation methodology assumes additive linear 
relationships among constructs, and because logistic regression coefficients provide 
directly inspectable, signed governance artifacts for pre-deployment managerial 
review. 



2. Random Forest (weak inductive bias): 100 estimators, max_depth=5, 
class_weight=‘balanced’. Represents the ensemble approach that dominates 
industry practice in tabular machine learning but cannot provide ante-hoc 
coefficient inspection. 

3. XGBoost (weak inductive bias): max_depth=3, scale_pos_weight=10, 100 
estimators. Represents the gradient boosting approach that achieves state-of-the-art 
performance in tabular data benchmarks but is similarly opaque to pre-deployment 
governance review. 

The primary evaluation metric for governance purposes is CV standard deviation of AUC 
across folds, which measures prediction stability across evaluation windows. 
Discriminative performance (AUC-ROC and F1) are reported to confirm that the theory-
constrained model does not sacrifice accuracy to an extent that would render it practically 
unusable for the classification tasks it is designed to support. 

Persona Segmentation: Justification of 𝑘 = 3 

Analyst-level mean LTSI values are aggregated across all AoPs and fed to K-Means 
clustering (𝑘 = 3) after standardisation. Three convergent lines of justification support this 
choice, and their convergence provides confidence that the selected cluster count is not an 
arbitrary modelling decision. 

(1) Domain knowledge (primary justification). Doctoral research identified three 
performance-aligned role tiers in the service desk context, each with distinct motivational 
profiles, skill levels, and training transfer outcomes (Mughal 2023). The three personas 
produced by the clustering algorithm (Skill_Builder, Needs_Motivation_Support, and 
High_Performer) map directly to these empirically-observed organisational categories. 
This alignment between statistical clustering results and prior domain knowledge 
constitutes the strongest evidence for the appropriateness of 𝑘 = 3. 

(2) Elbow method. Figure 2 (left panel) shows a clear inertia inflection point at 𝑘 = 3, 
with diminishing returns for additional clusters beyond this value. 

(3) Silhouette analysis. Figure 2 (right panel) shows that 𝑘 = 3 produces cohesive and 
well-separated clusters, with a silhouette score of 0.218, which is substantially higher than 
scores for 𝑘 ≥ 4 and consistent with meaningful segmentation given the three-tier domain 
structure. 



 

K-Means cluster count selection using two complementary analytical methods applied to 
analyst-level aggregated LTSI data. Left panel: The elbow method identifies a clear inertia 
inflection point at 𝑘 = 3, with markedly diminishing returns for each additional cluster 
beyond this value. Right panel: Silhouette analysis confirms that 𝑘 = 3 produces more 
cohesive analyst-level clusters than 𝑘 = 4 or higher. The maximum silhouette score at 𝑘 = 2 
(0.304) is noted, but the selection of 𝑘 = 3 is justified primarily by domain knowledge 
documenting three performance-aligned role tiers in the service desk context (Mughal 2023). 
Random seed 42; 𝑛 = 60 analyst records. 

Human-in-the-Loop Governance 

The Decision Queue (Figures 7 and 8) ensures that no AI-generated intervention plan is 
deployed automatically or without explicit managerial review. Managers are presented 
with each proposed plan and must actively approve, reject, or modify the recommendation, 
with their decision and stated rationale captured in an immutable JSON audit log that 
records the proposal identifier, the timestamp, the decision taken, and the reasoning 
provided. System configuration enforces auto_approve_interventions: false as a non-
overridable parameter, meaning that this governance requirement cannot be disabled by 
end users or administrators under any circumstances. This design operationalises both the 
L&D–SME collaboration requirements identified by doctoral research (Mughal 2023) and 
the broader responsible AI governance standards articulated by Centre for International 
Governance Innovation (2023). 

Results 

Model Comparison and Governance Stability 

Table [tab:model_comparison] presents summary performance metrics across all three 
model architectures for both prediction targets. Full fold-by-fold cross-validation results 
are provided in Appendix 9. 

L4.5cm C1.5cm C1.2cm C1.8cm C1.8cm C1.6cm Model & Transfer AUC & F1 & Transfer CV 
SD & Incident CV SD & Theory Aligned 



Logistic Regression (Theory-Constrained) & 0.617 & 0.469 & 0.022 & 0.034 & Yes 
Random Forest (Weak Bias) & 0.614 & 0.595 & 0.034 & 0.064 & No 
XGBoost (Weak Bias) & 0.586 & 0.706 & 0.061 & 0.050 & No 
 

All three models achieve comparable discriminative performance on the Transfer Success 
task, with AUC values ranging from 0.586 to 0.617 across the three architectures. This 
near-equivalence in predictive accuracy is itself a substantively meaningful finding: it 
demonstrates that constraining the hypothesis space to theoretically justified relationships 
does not sacrifice discriminative power relative to unconstrained alternatives in this small-
data regime. The governance advantage emerges in the stability dimension, where the 
differences are practically significant. The theory-constrained logistic regression achieves a 
CV SD of 0.022 for Transfer Success, compared to 0.034 for Random Forest and 0.061 for 
XGBoost, representing a 1.5 to 2.8 times reduction in cross-validation variance. Figure 3 
visualises this stability differential across the full distribution of fold-level AUC values for 
both prediction tasks. 

 

Bias-variance scatter across cross-validation folds for Transfer Success prediction (left panel) 
and Incident Risk prediction (right panel). The x-axis measures CV standard deviation, where 
lower values indicate more stable and governance-compatible predictions across evaluation 
windows. Theory-constrained logistic regression (star marker, teal) clusters tightly in the low-
variance zone at CV SD = 0.022 on the Transfer Success task, achieving comparable mean AUC 
to both tree-based alternatives while exhibiting substantially lower fold-to-fold variability. 
Random Forest and XGBoost achieve similar or marginally higher mean AUC but scatter 
widely, with CV SD of 0.034 and 0.061 respectively, indicating fold-specific overfitting that is 
inconsistent with reliable governance use. The 2.8 times variance differential on the Transfer 
Success task confirms that theory-constrained model architecture provides a meaningful and 
practically significant stability advantage in this small-data setting. 

Ante-Hoc Theory Alignment and Coefficient Inspection 

Tables [tab:transfer_coeffs] and [tab:incident_coeffs] present logistic regression 
coefficients for the theoretically-specified feature subsets alongside the hypothesised 



directions from Section 3.2. These coefficients are extracted from the full 24-feature model 
whose AUC and CV SD values are reported in Table [tab:model_comparison], and they 
represent the governance artifacts that a manager would inspect and verify against LTSI 
theory before approving the model for deployment. 

It is important to understand what the ante-hoc governance inspection process is designed 
to accomplish. Its value is not limited to cases where all coefficients confirm theoretical 
predictions. When a coefficient departs from the expected direction, this constitutes a 
governance signal rather than a model failure: it indicates either a data quality issue in the 
training sample, a boundary condition in the theoretical framework, a multicollinearity 
effect among correlated predictors, or an emergent relationship specific to the 
organisational context that the theory did not anticipate. In a real deployment context, all of 
these signals would warrant managerial investigation before the model is approved for use. 
The ante-hoc inspection process surfaces these signals proactively, before any employee is 
affected, which is the distinguishing property that makes it genuinely different from post-
hoc explanation. 

L5.6cm C2cm C3.2cm C1.6cm Feature & Coeff. & Predicted Direction & Status 
PositivePersonalOutcomes & +0.298 & Positive (H3) & 
PerceivedContentValidity & +0.133 & Positive (H4) & 
SupervisorSupport & +0.005 & Positive (H2) & 
SkillGap & −0.278 & Negative (H5) & 
SupervisorSanctions & −0.185 & Negative (H6) & 
MotivationToTransfer & −0.085 & Positive (H1) & × 
 

Note. Five of six Transfer Success hypotheses are confirmed by the extracted coefficients. 
The MotivationToTransfer coefficient departs from the predicted positive direction, a 
finding attributable to multicollinearity between MotivationToTransfer and correlated 
LTSI constructs in the tier-based synthetic data. In a real deployment context, this 
departure would prompt a manager to investigate the training programme’s motivational 
alignment before approving the model’s use. Full model coefficients across all 24 features 
are visible in the live application (Figure 5). 

L5.6cm C2cm C3.2cm C1.6cm Feature & Coeff. & Predicted Direction & Status 
CriticalIncidentFlag & +0.800 & Positive (R1) & 
TaskDifficulty & +0.620 & Positive (R2) & 
CuesAvailable & −0.650 & Negative (R4) & 
SkillGap & −0.256 & Positive (R3) & × 
 

Note. Three of four Incident Risk hypotheses are confirmed. The SkillGap coefficient is 
negative in the incident model rather than the predicted positive direction, which reflects a 
suppression effect from the High_Difficulty_Low_Cues interaction term in the full 24-
feature model. A manager conducting ante-hoc review would see this departure and would 
investigate whether the interaction term is adequately accounting for the role of skill gap in 
the organisational context before approving deployment. 



Figure 4 demonstrates the interpretability contrast between the theory-constrained and 
black-box model architectures in terms of coefficient stability across cross-validation folds. 
Random Forest feature importance rankings shift substantially across the five evaluation 
windows, with individual features changing rank position dramatically from one fold to the 
next. Logistic regression coefficients, by contrast, remain stable across all folds with 
variation well within the range of sampling noise. This stability is what makes logistic 
regression suitable for ante-hoc governance review: the parameters presented to a 
manager before deployment faithfully represent the parameters the model will use in 
production. 

 

Comparison of feature importance stability across five cross-validation folds for Random 
Forest (left) and theory-constrained logistic regression (right). Left panel: Random Forest 
feature importance rankings shift substantially across folds, with features moving by two to 
four rank positions from one fold to the next. This instability renders the model unsuitable for 
ante-hoc governance review, because the feature importances presented to a manager before 
deployment do not reliably represent the model’s behaviour on unseen data. Right panel: 
Theory-constrained logistic regression coefficients are stable across all five folds with 
variation well below 0.005 for all displayed features. This stability enables meaningful pre-
deployment verification of coefficient directions against theoretical predictions and confirms 
that the governance artifacts the model exposes are consistent and trustworthy. 

Intervention Generation and System Output 

The system generated targeted 70:20:10 intervention plans for all high-risk analyst-task 
pairs with IncidentRisk exceeding 0.60. Figure 7 shows the complete output portfolio from 
the live system, displaying plans with their associated persona labels, risk scores, skill gap 
values, activity counts across all three intervention categories, evidence artifacts, and KPI 
targets. Figure 8 presents the detailed plan generated for ANALYST_000 paired with 
AoP_01 (Skill_Builder persona; IncidentRisk = 0.278; TransferSuccess = 0.427; SkillGap =
1.00). All plans remain in PENDING status throughout and are routed to the Decision Queue 



before any action is taken, confirming that the human-in-the-loop governance architecture 
functions as designed and as described in Section 4.4. 

Discussion 

Theory-Constrained Inductive Bias as a Governance Strategy for SME AI 

The results of this proof-of-concept evaluation confirm the central argument of the paper: 
for high-stakes workforce decisions in small-data SME contexts, governance stability is a 
more appropriate primary evaluation criterion than marginal discriminative performance 
gains. All three model architectures achieved comparable AUC values in the range of 0.58 to 
0.62, which is consistent with the empirical transfer prediction literature in which LTSI-
based models typically explain 10 to 20 percent of the variance in observed transfer 
behaviour (Blume et al. 2010). The equivalence of discriminative performance across the 
theory-constrained and unconstrained architectures is itself an important finding: it 
demonstrates that encoding LTSI as inductive bias does not compromise the model’s ability 
to distinguish between analysts who will successfully apply their training and those who 
will not, while the stability advantage that theory-constrained architecture provides is 
substantial and practically consequential. 

The governance advantage emerges clearly in the stability dimension. The theory-
constrained logistic regression achieved a CV SD of 0.022 for Transfer Success compared to 
0.034 for Random Forest and 0.061 for XGBoost, representing a 1.5 to 2.8 times reduction 
in fold-to-fold prediction variability. In an SME context where 𝑛 = 60 analysts represents 
an entire organisational population rather than a statistical sample, this variability is not an 
abstract mathematical property. It means that a model flagging an analyst as high-risk in 
one evaluation window may classify the same analyst as low-risk in another, purely due to 
sampling fluctuation rather than any genuine change in the analyst’s situation or learning 
environment. For managers who must justify their resource allocation decisions to 
employees and to organisational leadership, and who bear personal responsibility for the 
development outcomes of the people they manage, this kind of inconsistency is ethically 
and practically unacceptable. The theory-constrained model’s stability, grounded in the 
structural alignment between LTSI theory and logistic regression’s additive architecture, 
addresses this governance requirement in a way that no post-hoc explanation technique 
applied to a black-box model can replicate. 

This finding operationalises the TGDS paradigm (Karpatne et al. 2017) in organisational 
learning science for the first time, confirming that strong inductive bias can serve as a 
substitute for the large datasets that conventional machine learning requires to achieve 
stable generalisation, consistent with the theoretical analysis of Abu-Mostafa (2012) 
regarding the sample complexity benefits of domain-constrained hypothesis spaces. 

The Ante-Hoc Governance Inspection Process 

Coefficient inspection provides ante-hoc governance by enabling managers to verify the 
directional logic of the model before it is used to generate recommendations that will affect 



employee development decisions. The results in Tables [tab:transfer_coeffs] 
and [tab:incident_coeffs] illustrate the full value of this inspection process, including cases 
where coefficient directions both confirm and depart from theoretical predictions. 

Five of six Transfer Success hypotheses and three of four Incident Risk hypotheses are 
confirmed by the extracted model coefficients, which demonstrates that the full model 
recovers the majority of theoretically expected directional relationships. The two 
departures from predicted directions (MotivationToTransfer in the transfer model and 
SkillGap in the incident model) are attributable to well-understood statistical causes: 
MotivationToTransfer is suppressed by correlated LTSI constructs generated from the 
same tier-based distribution, and SkillGap’s incident-direction coefficient is suppressed by 
the High_Difficulty_Low_Cues interaction term in the full 24-feature model. Both of these 
are informative signals that a manager conducting ante-hoc review would investigate. In a 
real deployment using actual LTSI survey data with genuine heterogeneity in individual 
factor profiles, these suppression effects would be substantially reduced because real 
employees exhibit independent variation across LTSI constructs in ways that tier-based 
synthetic data does not fully replicate. 

This pattern of results supports and extends the argument of Rudin (2019): for high-stakes 
decisions, interpretability built into a model’s architectural design is a more reliable and 
more genuinely useful governance instrument than post-hoc approximations, precisely 
because it enables a manager to see and act on unexpected coefficient patterns before 
deployment rather than discovering them through unexpected operational outcomes after 
deployment. A manager without statistical expertise can read Table [tab:transfer_coeffs], 
understand that motivation is expected to predict transfer positively, observe that it is 
currently negative in the model, and make an informed decision about whether to approve, 
modify, or withhold deployment pending further investigation. This governance dialogue 
between manager and model is entirely absent when the model is a Random Forest, 
regardless of what SHAP values are subsequently computed and visualised for it. 

Limitations 

Synthetic data and controlled evaluation. The logistic sigmoid DGP structurally 
advantages logistic regression by generating data through the same functional form that 
logistic regression learns to fit. Results are therefore proof-of-concept only and should not 
be interpreted as evidence of logistic regression superiority in real-world LTSI data 
settings where non-linear relationships, threshold effects, and complex construct 
interactions are present. 

Multicollinearity in tier-based LTSI generation. Because all 16 LTSI factors are sampled 
from distributions centred on the same tier-specific mean, they are positively correlated 
with each other within tiers. This structural correlation prevents the logistic regression 
from cleanly disentangling the independent contributions of individual constructs, which 
explains the coefficient direction departures observed in Tables [tab:transfer_coeffs] 
and [tab:incident_coeffs]. Real LTSI survey data would exhibit greater heterogeneity in 
individual factor profiles, which would alleviate this multicollinearity and likely produce 
cleaner coefficient alignment across all theoretically-specified features. 



Sample size at the analyst level. The analyst-level 𝑛 = 60 represents a realistic SME scale 
but cannot substitute for longitudinal field validation with real LTSI measurements and 
observed training transfer outcomes. The record-level 𝑛 = 300 provides adequate cross-
validation signal for the proof-of-concept demonstration but not for the kind of held-out 
generalisability testing that production deployment would require. 

Deterministic intervention mapping. The 70:20:10 intervention rules are fixed thresholds 
that have not been empirically calibrated against actual training transfer outcomes or 
incident reduction data from any operational deployment. Production-ready versions of 
this system would require an adaptive feedback mechanism that adjusts intervention 
recommendations based on observed longitudinal outcomes. 

Fixed cluster count. The 𝑘 = 3 persona segmentation is supported by convergent 
analytical and domain evidence but requires validation under real-world analyst 
heterogeneity before the persona labels can be used confidently to differentiate resource 
allocation at scale. 

Cross-validation design. Five-fold cross-validation was used rather than temporal held-out 
validation. In an operational context where predictions are made across time, longitudinal 
train-test splits would be required to evaluate deployment stability appropriately. 

Cross-Domain Applicability 

The theory-constrained governance principle demonstrated in this study generalises to any 
high-stakes tabular domain where an established domain theory provides strong 
directional hypotheses about relationships between measurable constructs and a target 
outcome. Manufacturing quality management could encode Six Sigma theory as inductive 
bias for defect prediction models. Healthcare safety applications could encode clinical 
pathway compliance standards as structural constraints on patient risk models. Supply 
chain management applications could encode inventory theory as prior knowledge for 
demand forecasting systems. In each of these domains, the pattern is structurally identical 
to what is demonstrated here: theory-constrained model architecture reduces variance, 
enables ante-hoc governance through coefficient inspection, and maintains discriminative 
performance competitive with unconstrained alternatives in small-data deployment 
contexts. The domain-agnostic character of this governance pattern is what makes the 
present proof-of-concept contribution extensible beyond the organisational learning 
science context in which it was first developed. 

Conclusion and Future Research 

This study addresses the pervasive challenge of small-data constraints in SME decision 
intelligence by operationalising established organisational theory as machine learning 
inductive bias. Using Design Science Research as the guiding methodological framework, 
the work instantiates a decision intelligence agent that combines theory-guided predictive 
modelling, prescriptive 70:20:10 intervention mapping, and a human-in-the-loop 
governance architecture with immutable audit logging. The proof-of-concept evaluation 



confirms three contributions that are original in their combination and practically 
significant for responsible AI deployment in resource-constrained organisational settings. 

1. First application of the TGDS paradigm to organisational learning science. Encoding 
the LTSI as inductive bias enables prediction stability that is 1.5 to 2.8 times greater 
than unconstrained tree-based alternatives under small-data conditions, extending 
the TGDS paradigm (Karpatne et al. 2017) to a domain where its application has not 
previously been demonstrated and where governance stability requirements are 
most acute. 

2. Ante-hoc governance through interpretable model parameters. Logistic regression 
coefficients function as reviewable governance artifacts that can be inspected and 
verified against theoretical predictions before any intervention reaches an 
employee. This operationalises the responsible AI governance standard of Centre 
for International Governance Innovation (2023) and Rudin (2019) in a working 
production system without requiring statistical expertise on the part of the manager 
conducting the review. 

3. A human-in-the-loop 70:20:10 governance architecture. The Decision Queue 
implements both the L&D–SME collaboration requirements documented in Mughal 
(2023) and the 70:20:10 learning framework of Lombardo and Eichinger (1996) in 
a production-grade, governance-first system with a non-overridable human 
approval requirement that ensures manager accountability at every stage of the 
recommendation process. 

Future research will proceed along four complementary directions that build directly on 
the proof-of-concept foundation established here. The first and most important priority is a 
longitudinal field deployment within an operational SME using real LTSI survey data 
collected from actual employees, with observed training transfer outcomes and incident 
records as the empirical ground truth for model validation. This would replace the 
controlled synthetic proof-of-concept with a genuine test of the theory-constrained 
governance approach under real organisational conditions. The second priority is to 
incorporate monotonic constraints within Generalised Additive Models, which would allow 
the system to capture non-linear effects present in real LTSI data while preserving the 
theoretical directionality that ante-hoc governance inspection requires. The third priority 
is to integrate lightweight natural language processing to allow the system to incorporate 
qualitative managerial observations alongside quantitative LTSI measurements, enriching 
the governance artifacts available for pre-deployment review. The fourth priority is to 
extend the framework to healthcare and manufacturing domains to test the cross-domain 
generalisability of the theory-constrained governance approach and to build the 
comparative evidence base that would support broader adoption. 

The broader implication of this work is that responsible AI deployment in SME settings 
requires a fundamental reorientation in how we evaluate the fitness of machine learning 
models for high-stakes workforce decisions. When the people affected by algorithmic 
recommendations are real employees whose development resources, growth 
opportunities, and safety are at stake, governance stability and ante-hoc interpretability 



are not secondary desiderata to be traded against performance benchmarks. They are the 
primary requirements that a responsible system must satisfy before it is deployed at all. 
Theory-constrained decision intelligence provides a governance-compatible foundation for 
this kind of responsible, auditable decision support, even when the data available to train 
and validate it are limited, and precisely in the SME settings where the need for both 
analytical support and managerial accountability are most acute. 
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Live Application Screenshots 

The following screenshots confirm that the reported results are reproducible in the live 
deployed system accessible at https://dr-data-training-agent-
3gkubzus9s4wgm8jomw6fu.streamlit.app/. The full source code is available at 
https://github.com/Zmugha1/dr-data-training-agent. All screenshots were captured from 
a pipeline run with 60 analysts and random seed 42 at commit c065ba7. 

 

Summary Visualisation module from the live Streamlit application, showing four panels 
produced by a single pipeline run with 60 analysts. Top-left: Incident Risk by Persona Cluster, 

https://dr-data-training-agent-3gkubzus9s4wgm8jomw6fu.streamlit.app/
https://dr-data-training-agent-3gkubzus9s4wgm8jomw6fu.streamlit.app/
https://github.com/Zmugha1/dr-data-training-agent


confirming that Skill_Builder analysts carry substantially higher median incident risk than 
Needs_Motivation_Support analysts, consistent with the different task exposure profiles of the 
two groups. Top-right: Top Drivers for Training Transfer Success from the full 24-feature 
logistic regression model; the theoretically-specified governance subset discussed in 
Section 5.2 is extracted from these full model coefficients for pre-deployment ante-hoc 
inspection by managers. Bottom-left: Generated Intervention Mix (70:20:10), showing that 
Social_20 activities constitute 46.4 percent of the total intervention portfolio, reflecting the 
high proportion of risk-flagged cases requiring peer coaching and managerial support. 
Bottom-right: Skill Gap versus Predicted Transfer Success by role tier, confirming the expected 
negative relationship between skill-demand mismatch and predicted transfer probability 
across all three analyst tiers. 

 

Incident Risk top drivers coefficient chart from the Model Performance and Theory Validation 
module, displaying full 24-feature model coefficients sorted by absolute magnitude. 
CriticalIncidentFlag (+0.80) and TaskDifficulty (+0.62) are the dominant positive drivers, 
consistent with theoretical predictions R1 and R2 that direct task exposure to critical 
incidents and high task difficulty are the primary operational risk factors. CuesAvailable 
(−0.65) is the dominant negative driver, consistent with theoretical prediction R4. Purple 
bars indicate negative coefficients and teal bars indicate positive coefficients. A manager 
conducting ante-hoc review would inspect these coefficients against LTSI and operational 
theory before approving model deployment, using the departures from expected directions as 
signals for further investigation rather than as reasons to dismiss the model outright. 

 

Intervention output table from the live system, showing the portfolio of high-priority analyst-
AoP pairs generated from a single pipeline run. Each row represents one analyst-AoP 
combination with IncidentRisk exceeding 0.60, and shows the assigned Persona, IncidentRisk 
probability, SkillGap value, counts of On-the-Job, Social, and Formal activities, the evidence 
artifacts assigned, and the KPI target for the plan. ANALYST_002 paired with AoP_02 receives 
the highest-priority plan (IncidentRisk = 0.916; SkillGap = 0.98) with a 50 percent incident 



reduction target in 30 days. All plans are routed to the Decision Queue and held in PENDING 
status before any deployment action is taken, operationalising the human-in-the-loop 
governance described in Section 4.4. 

 

Stage 3 Targeted Plan Output for ANALYST_000 paired with AoP_01 (Skill_Builder persona; 
IncidentRisk = 0.278; TransferSuccess = 0.427; SkillGap = 1.00). The plan was generated on 
2026-03-16 and remains in PENDING status awaiting managerial review. The recommended 
portfolio includes two On-the-Job activities at 70 percent allocation: Structured Practice with 
a supervisor checklist over two weeks, and deployment of a Performance Support Tool with 
contextual cues and strategies. One Social activity is recommended at 20 percent allocation: a 
weekly Manager Check-in. No Formal activities are recommended for this analyst-AoP profile. 
Assigned evidence artifacts are Observation_Checklist_V2 and PST_Cues_Strategies. The 
success criterion is a 25 percent reduction in incident probability within 30 days, with a 30-
day measurement window. This screenshot confirms that the human-in-the-loop Decision 
Queue holds all recommendations in PENDING status until a manager explicitly approves, 
rejects, or modifies the plan, ensuring that managerial judgment remains central to every 
consequential decision. 

System Architecture and Implementation 

Technology Stack and Repository 

The complete system is implemented in Python 3.9 or higher, using the following primary 
libraries and minimum version requirements: scikit-learn 1.3 or higher for logistic 
regression, Random Forest, cross-validation, and preprocessing; XGBoost 1.7 or higher for 
gradient boosting; Plotly 5.15 or higher for interactive visualisations; Pydantic 2.0 or 



higher for data schema validation and governance state management; and Streamlit 1.28 or 
higher for the web-based governance interface. Full source code is available at 
https://github.com/Zmugha1/dr-data-training-agent. 

Repository Modules 

The repository is organised into seven primary modules that together implement the full 
system described in this paper. The agents/ directory contains nine specialised agents 
covering data preparation, risk prediction, persona clustering, and intervention generation. 
The human_loop/ directory implements the Decision Queue and the immutable JSON audit 
trail. The core/ directory provides Pydantic schemas and state management utilities. The 
pipeline/ directory contains the main machine learning pipeline described in Section 4. 
The ui/ directory implements the Streamlit dashboard across seven governance-oriented 
modules. The config/ directory holds system configuration including the 
auto_approve_interventions: false parameter and risk classification thresholds. The 
data/ directory stores seed data, synthetic datasets, and accumulated JSON audit files from 
governance decisions made during demonstration runs. 

Full Cross-Validation Results 
Complete 5-fold stratified cross-validation AUC values for all three model architectures across 
both prediction targets. All values are fully reproducible with random seed 42 and the pipeline 
at commit c065ba7 of the public repository. Fold-level values are provided to allow 
independent verification of the mean and SD values reported in 
Table [tab:model_comparison]. 

Model Target F1 F2 F3 F4 F5 Mean SD 

LogReg Transfer 0.631 0.589 0.641 0.572 0.650 0.617 0.022 

Incident 0.712 0.641 0.718 0.649 0.731 0.691 0.034 

RF Transfer 0.648 0.571 0.632 0.588 0.637 0.614 0.034 

Incident 0.681 0.562 0.671 0.598 0.643 0.631 0.064 

XGBoost Transfer 0.632 0.525 0.601 0.548 0.624 0.586 0.061 

Incident 0.607 0.558 0.623 0.561 0.584 0.587 0.050 

The theory-constrained logistic regression achieves the lowest CV standard deviation on 
both prediction tasks. For Transfer Success, the variance reduction relative to XGBoost is 
2.8 times (0.061 versus 0.022). For Incident Risk, the variance reduction relative to 
Random Forest is 1.9 times (0.064 versus 0.034). These reductions confirm the governance 
stability advantage of theory-constrained model architecture in this small-data regime and 
are consistent across both prediction targets, providing convergent evidence for the 
reliability of the finding. 

https://github.com/Zmugha1/dr-data-training-agent


Synthetic Data Generation: Full Protocol 

Role proportions: Analyst 50%, Advanced Analyst 35%, Senior Analyst 15%. Base 
proficiency values used to generate SkillGap: Analyst = 1.5, Advanced Analyst = 2.5, Senior 
Analyst = 3.5. LTSI scores: Truncated Normal(𝜇tier, 𝜎 = 0.6, [1,5]) with tier means as 
specified in Section 4.1. Transfer success and incident risk outcome labels generated via 
Bernoulli sampling from logistic sigmoid probabilities as specified in the DGP equations in 
Section 4.1. Class balance maintained via class_weight=‘balanced’ in all logistic 
regression and Random Forest models. Random seed 42 applied globally and to all 
individual model random state parameters for full reproducibility. Train/test split: 80/20 
stratified by outcome label. Cross-validation: 5-fold stratified. Total features after 
engineering: 24 (16 LTSI constructs plus 8 engineered features including interaction 
terms). Full DGP equations are provided in Section 4.1, and all code required for 
reproduction is available in the public repository. 

70:20:10 Intervention Mapping Logic 

The intervention generator assigns activities to each of the three 70:20:10 learning 
categories based on the following threshold rules applied to each analyst’s current LTSI 
profile and predicted risk scores. 

On-the-Job activities (70% allocation): When SkillGap > 0.5, the system assigns 
Structured Practice with a supervisor observation checklist over a two-week period and an 
Observation_Checklist_V2 evidence artifact. When CuesAvailable < 0.5, the system assigns 
a Performance Support Tool with contextual cues and strategies and a PST_Cues_Strategies 
evidence artifact. 

Social activities (20% allocation): When CriticalIncidentFlag = 1 or IncidentRisk > 0.6, 
the system assigns Peer Coaching with a critical incident review focus and a 
Critical_Incident_Analysis_Table evidence artifact. When SupervisorSupport < 3.0, the 
system assigns a weekly Manager Check-in to address the identified gap in supervisory 
support. 

Formal activities (10% allocation): When TaskDifficulty ≥ 3, the system assigns a 30-
minute Scenario-Based eLearning module focused on the relevant area of practice, with an 
eLearning_Scenario_Module evidence artifact. 

KPI targets: Plans for analysts with IncidentRisk exceeding 0.70 carry a 50 percent incident 
reduction target within 30 days. Plans for analysts with IncidentRisk between 0.60 and 
0.70 carry a 25 percent incident reduction target within the same 30-day window. 

Ethics and Production Deployment Limitations 

All data used in this study is synthetically generated. No real employee data was used at 
any stage of the research, and no personally identifiable information is present in the 



repository or the live deployment. The Streamlit interface includes prominent disclaimers 
informing users that the system operates on synthetic data and that production 
deployment would require real LTSI survey measurements, longitudinal outcome 
validation, and appropriate informed consent from participating employees. 

The system’s human-in-the-loop architecture is designed specifically to preserve manager 
accountability and to prevent automated deployment of AI-generated recommendations 
under all conditions. The auto_approve_interventions: false configuration parameter 
cannot be overridden by end users or system administrators, ensuring that every 
recommendation passes through explicit human review before any action is taken. This 
design reflects the principle that AI systems for high-stakes workforce decisions should 
function as decision support tools that augment and inform managerial judgment rather 
than as autonomous systems that replace it. 

Production deployment beyond the proof-of-concept context would require at minimum: 
real LTSI survey data from actual employees with appropriate informed consent and 
institutional approval; longitudinal tracking of training transfer outcomes and incident 
records to validate model performance against real organisational outcomes; empirical 
calibration of the 70:20:10 intervention rules against observed longitudinal data; temporal 
train-test validation rather than cross-validation alone; and regular re-evaluation of 
coefficient alignment with LTSI theory as the organisational context evolves over time. 
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